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Abstract

Gravitational waves contain information about the properties of the binary black holes (BBHs) that
produce them, such as their masses and spins. With 69 confident (FAR < 1yr~!) BBHs in the third
Gravitational Wave Transient Catalog (GWTC-3), it becomes possible to deduce bulk population
properties of merging black holes (BHs) and hence probe their formation origins. Recent theoretical
work has suggested that it is possible for the second-evolved BH to attain non-zero spin via tidal
forces, and that this spin should be correlated with its mass. We construct a simple heuristic
model that correlates the mass and spin of the higher-spinning BH. We evaluate its validity as a
probe of the field formation scenario by hierarchically analyzing mock BBH detections drawn from
an astrophysical distribution. We show that the model mis-specification from assuming a simple
linear correlation can lead to the misleading conclusion that the underlying distribution broadens
as we move farther away from the pivot mass. Finally, we also fit these models to GWTC-3 data.

1 Introduction

Gravitational waves (GWs)—first prediced by Einstein shortly after his introduction of General
Relativity but at the time predicted to be unobservable—are propagating perturbations in the
spacetime metric. In 2015, they were directly detected by the Laser Interferometer Gravitational-
wave Observatory (LIGO) [1]. Since gravitational waves are produced by a time-varying mass
quadrupole moment, thus far only merging binary compact objects (BHs and neutron stars) have
produced gravitational waves detectable by our current gravitational wave experiments LIGO and
Virgo [3]. Nonetheless, this has opened up an entirely new field of GW astronomy. With the third
LIGO-Virgo GW Transient Catalog (GWTC-3), we have now O(100) detections of gravitational
waves, most of which are BBHs. It is now possible to not only infer individual source properties,
but also to probe the underlying population from which these BBHs arise, placing constraints on
models of stellar evolution and astrophysics. Interesting population properties that can be probed
with the GW dataset include the shape of the BH mass distribution |28 2], the BH spin distribution
(27, |8, 114, 34} 2], the distribution of BBHs across the sky [23], the evolution of merger rate and
other properties with redshift |13] 8, [2], correlations between properties such as mass and spin [8,
15], 135, 15, |2}, [19], and even branching ratios between different BBH formation channels |36} |18, 33,
24].
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Such analyses are usually done with a method called hierarchical Bayesian inference. BBH
systems are completely described by 15 parameters: two characterizing the mass of each BH, six
characterizing the 3D spin vectors of each BH, and seven extrinsic parameters that describe the sky
location, distance, and orientation of the system. However, these parameters cannot be extracted
straightforwardly from the GW strain data; for example, the majority of the spin information
we obtain from a detection is from a measurement of the effective dimensionless spin parameter
(Xeft), which is a mass-weighted combination of the spin magnitude projected onto the orbital
angular momentum, since it is included in the leading-order term in the post-Newtonian expansion
of the GW strain from a BBH merger. Furthermore, there exist degeneracies between some of the
parameters. In the GW literature, these parameters are extracted using the strain data from each
system using Bayesian inference in a process called parameter estimation (PE). Therefore, what we
have for each detection is not an exact measurement of any parameter, but rather a 15-dimensional
posterior distribution describing the probability that the system has a certain set of parameters,
given the detected signal. It is these posterior distributions that are then used to infer properties
of the underlying population. One can then choose an astrophysically-motivated parameterization
of the population and fit the posterior samples to the model in another layer of Bayesian inference
in a process called hierarchical Bayesian analysis, the output of which is a posterior distribution on
the value of the population parameters; it is also possible to compare the likelihoods between the
models to discern which one is more favored by the data. Analyses using flexible approaches (e.g.
splines, Gaussian processes), which have the advantage of not being less model-dependent, have
also been explored. See |32 for a pedagogical introduction to both PE and hierarchical inference
in the context of GW astronomy.

One of the primary goals of hierarchical inference in GW astronomy is to learn about the
formation origins of the detected BBHs. Several different formation mechanisms have been explored
in the literature, each of which have different signatures in BBH parameter space, subject to
modelling uncertainties. These formation channels can be roughly grouped into two categories:
dynamical formation channels, which involve BBHs formed via random dynamical capture in dense
stellar environments, and field channels, which involve the isolated co-evolution of a binary star
system. Recent literature has suggested that while BHs born in isolation have close to zero spin due
to efficient angular momentum transport out of the system during the core-collapse supernova [17],
BBHs formed via field channels have the potential to be spun up via tidal excitations of oscillation
modes in the secondary star by the BH companion [6]. This tidal spin-up is more efficient in lower
mass systems, leading to a negative correlation between the mass and the spin magnitude of the
spun-up secondary. Hierarchical mergers in dynamical channels, involving the mergers of merger
remnants, also have a mass-spin correlation, as the 2nd-generation component should have both a
higher mass and a characteristic high spin magnitude of around a ~ 0.7 [18]. Additionally, there
are detections in our current catalog with extreme mass-spin properties that are difficult to explain
via isolated evolution [35].

In this project, we probe mass-spin correlations in GW observations of BBHs with simple,
heuristic linear models, similar to the models of |10, [8]. The goal of this project is to investigate
the effectiveness and inherent biases of such a model to recover the correlations of the more com-
plex astrophysical correlations given in [6], as well as the effect of contamination by hierarchical
mergers of dynamically formed BBHs on this analysis. To do so, we draw simulated BBHs from
an astrophysical distribution and inject them into the noise of various future detectors to create a
mock catalog which we then analyze with hierarchical Bayesian inference. Finally, we also perform
this inference on GWTC-3 data.

The structure of this paper will be as follows. In Section [2| we describe the models that we use.
In Section [3] we describe our implementation of hierarchical Bayesian inference and our method



for drawing injected BBHs. We present our results in Section [4] and conclude in Section [6]

2 Models

In the standard literature, labels for each BH are assigned based on mass-sorting, i.e. m and a; are
the mass and spin of the BH with greater mass, while mo and as correspond to the secondary BH.
In our models, we employ the spin-sorting method pioneered by [7], such that m4 and a4 refer to
the higher-spinning BH while mp and ap refer to the lower-spinning BH, such that a4 > ag. We
use this approach because we would like to target the correlation between the mass and spin of the
star that is spun-up. While models suggest that this should be the secondary BH, it is possible that
the second mass-transfer phase can result in mass ratio reversals. Additionally, many BBH systems
have mass ratios close to unity, which makes it difficult to discern which is truly the secondary
star. Furthermore, this approach is more agnostic towards the mechanism behind the mass-spin
correlation and simply targets a correlation between the mass and spin of the higher-spinning star.

In all of our models, we use the source-frame masses. We use the Power Law + Peak model
[28] to model the masses and a power law model [13] for the redshift; there are 9 hyperparameters
across both models. We simultaneously fit both models with a spin distribution. Due to the
limited data quality and number of current detections, we only allow for a linear dependence of
the spin on the masses. Assuming that the majority of the detected BBHs originate from the
field, this should capture, to first order, the correlation described in the previous section. In the
following subsections, we lay out the different spin models which we employ, all of which model
spin parameters as truncated Gaussians with log standard deviations and means allowed to vary
linearly as a function of mass, as in [10, 8|.

2.1 a4 spin model

The first model, which we call a_A, is astrophysically motivated and specifically targets the correla-
tion between the mass and spin of the spun-up star described in [21]. We model a4 as a Gaussian
truncated on [0, 1] that is allowed to vary linearly with m 4, and model ap as a Gaussian truncated
on [0,a4] (hence enforcing the condition ag > ap) with a mean fixed at 0 and standard deviation
that we fit for:

m(aa|A,ma) = N(aa; pa(ma, A), 10°874maN) g 1) (1)
7r(aB ’A7G/A) :N(G,B; 0,0'B,O,G/A) (2)

where N (z; p,0,¢,d) is a Gaussian on z truncated on [c,d] with mean p and standard deviation
o, A = (140, 0., 44,108 0 A0, Ol0g 5, 44, 0 B] are the 5 spin hyperparameters, and

ma
A) = — 1
pa(ma, ) = prao + 6, 44 <10 My > (3)
m
logoa(ma, A) =1log A + Slog, 44 (10 T 1) . (4)
©

The ap model models the star which is not tidally spun up; it is motivated by the finding that
BHs born in isolation have close to zero spin [17] due to efficient angular momentum transport. We
fit for op to allow for spin from sources such as supernova kicks or angular momentum transport



that is not perfectly efficient. We additioally enforce the following conditions on the truncated
Gaussian:

0 if 0 <1073 or pu ¢ [c — 30,d + 30]
G(u,0,c,d) otherwise

N(x; p,o,¢,d) = { , (5)

where G(u, 0, ¢, d) is an ordinary Gaussian truncated on [c,d]. We enforce this cutoff to prevent
infeasibly narrow Gaussians and models that peak significantly outside the bounds, which lead to
numerical difficulties and have ambiguous physical interpretations.

2.2 Y spin model

Because spin magnitudes are not measured precisely, we probe the same correlation using the effec-
tive dimensionless spin parameter Y., the mass-weighted average of the spin component aligned
with the orbital angular momentum, which is measured with much greater certainty. If we assume,
as in our astrophysical models, that only the spun-up star has significant spin, then y.g is a good
proxy for ay. This model, which we call chieff, models x.g as a Gaussian on [—1, 1] that is again
allowed to vary linearly with m 4:

(et | Ay ma) = N (Xers (ma, A), 10087 1 1) (6)
_ _ma
u(mA,A) = o + 5# <1OM@ 1> (7)
logo(ma,A) =logog + 6 Ay (8)
g A = log oo log o 10 M@ .

We enforce a similar cutoff as in Equation [5], except we set N (xeg) = 0 when p ¢ [—1,1]. This
model has 4 spin hyperparameters, A = [u0, 9, log 00, 0log -

2.3 Alternate y.s spin models

Finally, we explore two alternative models for xeg. The model is the same as the chieff model,
but we instead allow x.g to vary with the total mass myo (chieff totalmass) and the primary
mass m; (chieff mi). The chieff ml model is identical to one of the models explored in [8], and
we include this model as a test of validation for our results.

The equations governing this model are identical to Equations|[6}[8] except the chieff totalmass
model has a pivot mass of myo = 20 M), such that

Mtot
M(mtota A) = po + 5# <20 ]\049 - 1> (9)
log o(Mmyot, A) = log oo + Olog & <2gn]t\(; - 1) . (10)
®

3 Method

To perform the hierarchical inference, we use the Python hierarchical inference code gwpopulation
[29], with the dynesty nested sampler [25] as implemented by bilby [4].



To create a simulated BBH catalog, we assume perfect detections, such that we have one
posterior sample per event without error, and no selection effects. This assumption of perfect
detections is reasonable to what we could expect from 3rd-generation (3G) detectors [20]. Therefore,
we perform hierarchical inference with no selection effects and a flat PE prior. We draw N = 1000
events for each mock catalog. We opt to leave out fitting the redshift distribution for simplicity, as
it is independent of other components of the model. To draw m 4 and mpg, we first draw m and
mg from the Power Law + Peak mass model. Then, we randomly assign m; = my4 (and mg = mp)
with a probability of p = 20%, and correspondingly m; = mp (and mg = my4) with a probability
of 1—p = 80%. This is motivated by the idea that it is the secondary star which is tidally spun-up.

We begin as a test of validation by drawing directly from the a_A and chieff mass1 models,
then performing hierarchical inference with those corresponding models. We pick true values of
the hyperparameters and draw N = 1000 events from the resulting model distribution to make our
mock catalog.

0.7

0.6 -

0.5

0.4

0.3

Xeft

0.2

o1k ST e .

0.0

0.0 | | | | | 0.1 I I I I I
0 10 20 30 40 50 60 0 10 20 30 40 50 60

ma (Mo) ma(Mo)
(a) (b)

Figure 1: A scatter plot of the mass-spin correlations in our mock BBH catalog. (a) plots the spin
magnitude (a4) as a function of the mass (m4) of the higher spinning star; the black line shows the
relationship parameterized by Equation along with the 90% confidence intervals of the Gaussian
noise (corresponding to +1.60 = £0.16). (b) plots the effective spin parameter of the simulated
BBH system (eff) as a function of the mass of the higher spinning star (m4).

Next, we create a mock catalog with mass-spin correlations drawn from a distribution motivated
by Figure 8 of [6]. We parameterize this distribution with the relation

Aexp(—Bmy)

aa(ma) = 1+ exp(—K(ma —my)) +C. (11)

We use values A = 3, B = 0.2, K = 0.5, mg = 5, and C = 0.25, which approximately matches
a BBH progenitor system with sub-solar metallicity and an initial period of 0.3 days. We draw
N = 1000 values of my and mp with the method described above. We assign values of a4 by
implementing and adding Gaussian noise with standard deviation 0.1, in order to model the
assumption that the universe does not have a one-to-one mapping of this correlation. We assign
values of ap by drawing from a Gaussian truncated on [0,a4] centered at 0 with a true value of
op = 0.05. To ensure that ay € [0, 1], we set all points with ag > 1 to ag = 1, and all points with
as < 0 to points drawn from a Gaussian truncated on [0, 1] centered at 0 with standard deviation



0.05, such that stars which are not tidally spun up are drawn from a distribution identical to the
ap distribution, which represents the spin distribution of BHs born without tidal spin-up.

We fit both the a_A and chieff models to this mock catalog. To assign a value of xeg to each
mock observation, we must additionally model the spin tilt distribution, where the tilt angle 6
for each BH is defined as the angle between the BH’s angular momentum and the orbital angular
momentum. We assign values of cosf4 and cosfp by independently drawing from a Gaussian
truncated on [—1, 1] with mean 1 and standard deviation 0.2, to capture the expectation that the
BH spins will be aligned with the orbital angular momentum in isolated evolutionary channels. We

can then calculate y.g with

my cosfs +mpcosfp
Xeff = . (12)
maA + mp

Figure [1] shows a scatter plot of this mock catalog, illustrating the mass spin correlations.

4 Injection Results

First, we are able to correctly recover the true values of the hyperparameters within the 90%
symmetric credible interval when we perform hierarchical inference on mock BBHs drawn directly
from the a_A and chieff ml models with the corresponding models. Figure [2| shows the trace
plots and 90% credible intervals of the posterior variation of the spin Gaussian mean and width
with mass. No correlation is found in the absence of a true correlation, and a correlation (of the
correct magnitude) is found in the presence of a true correlation, demonstrating the validity of our
analysis. We still note, however, that caution must be used in any such hierarchical inference of a
finite number of detections; biased realizations of the mock catalog from the small number statistics
of the high mass tail of the BBH distribution can lead to incorrect recoveries of the hyperparameters
of the true underlying distribution. Although not shown in Figure [2] we also correctly recover the
true value of op = 0.2, the width of the ap distribution, which represents the distribution of spins
of BHs which do not experience tidal spin-up.

Next, we hierarchically analyze with the a_A model the mock catalog illustrated in Figure
which is drawn from an astrophysically-motivated distribution. Here, the model is mis-specified:
the model which we fit to the data is different from the true underlying model. The corner plot
of the hyperparameters along with the 90% confidence intervals are given in Figure c). The true
value of op = 0.2, which is reasonably close to the recovered value given the mis-specification
of the ay model. As shown in Figure [3(a), we recover with 90% confidence non-zero variation
of the a4 Gaussian mean as a function of m 4. Therefore, under this model for the underlying
astrophysical distribution with perfect detections, a linear correlation is sufficient to detect the
mass-spin correlations encoded in tidal spin up. The linear correlation which we recover appears to
be consistent with the true mean of the a4 distribution at a given m 4, given by the green dotted
line. The hyperposterior also favors a spin distribution that broadens with m, as shown with
the increasing Gaussian width with m,4 in Figure (b) This is likely a consequence of the model
mis-specification. The linear model is anchored on the pivot point of m4 = 10 M, which was
chosen to be near where most BBHs are located in parameter space. Because the true underlying
distribution is non-linear, the true correlation deviates from the linear model as we move away
from the pivot point, forcing the Gaussian to broaden to accommodate the mock detections at high
ma. This is then a generic feature of fitting a Gaussian whose width and mean is allowed to vary
linearly to data with a non-linear correlation and fewer points away from the pivot point. This
implies a caveat when viewing previous results which have found broadening distributions of BBH
parameters with mass (e.g. [8]).



5 Inference on GWTC-3 data

We perform hierarchical inference on the 69 BBHs in the GWTC-3 catalog with False Alarm
Rate (FAR) < 1 yr=! [2] for each model. We use the CO1:IMRPhenomXPHM datasets from the
publicly-released individual event posterior samples published in the GWTC-2.1 [30] and GWTC-3
[31] data releases. We calculate the PE prior at the posterior sample points analytically, using the
Jacobian developed by [9] to transform from a flat isotropic spin prior to a prior in yeg. To account
for selection effects, we use the method described in [12] to compute the selection term a(A). We
use the search sensitivity samples from the publicly-released simulated injection campaign [11], and
consider a sample found using the same criteria as the GWTC-3 data release, i.e. if the optimal
SNR popt > 10 for O1 and 02, or if FARpi, < 1 yr~! for O3, where FAR i, is the minimum FAR
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Figure 2: The results of the a_A (first row) and chieff totalmass (second row) models on a mock
catalog of N = 1000 events with no noise or selection effects, showing the mean (a, c¢) and log
standard deviation (b, d) of the as and x.g truncated Gaussians as a function of m4 and ms,
respectively. Solid black lines show the median and 90% symmetric credible intervals, faded gray
lines show trace plots of 200 random samples from the hyperposterior, and the green line shows the
true mass-spin correlation. For all analyses, the true variation of the mean and standard deviation
with mass is recovered within the 90% credible interval.
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Figure 3: The results of the a_A model on the mock catalog in Figure |1 showing the mean (a) and
log standard deviation (b) of the a4 truncated Gaussian as a function of my4. As in Figure [2| the
solid black lines show the median and 90% credible intervals. The green dotted line in (a) show
the true mean of the underlying distribution given by Equation In (c), we show the corner plot

of the hyperparameters.
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Figure 4: The mean (a) and log standard deviation (b) of the xeq truncated Gaussian for all three
models, chieff, chieff_totalmass, and chieff mass1l, on GWTC-3 data as a function of m 4,
Myot, and mq, respectively. Solid lines show the median and 90% symmetric credible intervals. We
find no evidence of any variation of yeg with m 4, miet, or mq.

across all search pipelines.

We have found that there can be significant regions of parameter space that have a very low
number of effective Monte-Carlo samples (Neg), especially at negative values of dlogo, whose
narrow Gaussians are poorly sampled from the individual event x.g posteriors. To remedy this
issue, we assign a likelihood of 0 to regions of parameter space with N.g < N, where N is
the number of events, and switch from using CO01:Mixed to CO1:IMRPhenomXPHM PE samples
for our analysis of GWTC-3 data in order to have more samples. We implement this with the
MinimumEffectiveSamplesLikelihood class from gwpopulation pipe [26], the interface package
to gwpopulation. This effect is important in the hierarchical inference with the a_A model. For
reasonable values of g, ~ 0.1 —0.4, Neg ~ O(1) for all non-positive values. Because the likelihood
is set to 0 in that region of parameter space, the posterior a4 distribution is forced to broaden with
m4. Therefore, it is currently not possible to reliably probe the a_A model parameter space with
the given set of GWTC-3 PE samples.

Figure [4 shows the posterior mean and log standard deviation of the x.g truncated Gaussian as
a function of m 4, myet, and mq, from inference with the chieff, chieff_totalmass, chieff massil
models, respectively. Consistent with the results of [8], we find no evidence of x.g varying as a
function of mass for any of our models. The xg distribution likely peaks at a small, positive
number, also consistent with the results of [2].

6 Conclusion and Next Steps

In this project, we construct several models that target the mass-spin correlation expected from
the tidal spin-up of BBH progenitor systems. While models that look for a correlation between
Xeff and mass are present in the current literature, we present a novel use of the spin-sorting
method pioneered by [7] to look for correlations between the spin magnitude (a4) and mass (m4)
of the tidally spun-up star. These models only look for a first-order linear correlation, as has been
done previously in the literature when looking for correlations between BBH parameters, and are
therefore agnostic to the true shape of the correlation. We demonstrate the validity of performing



hierarchical inference with these models with a simplified injection study. We then investigate the
recovery of a correlation with a non-linear shape, motivated by the modelling results of [21]. We
find that a non-correlation is excluded with 90% confidence, and that the correlation we do recover
is consistent with the injected distribution. Furthermore, we find that the broadening of the spin
distribution Gaussian with mass can be a feature of model mis-specification, rather than a result
of true broadening. We also perform hierarchical inference on GWTC-3 data with these models.
We are unable to probe the full parameter space of the a_A model due to an insufficient number of
effective PE samples, and we find no evidence of a correlation of y.g with mass.

The immediate next step of this project is to better model the mass-spin correlation in tidally
spun-up BBH merger systems. In this work, we picked a distribution that roughly matched the
result from a single value of the initial orbital period Py, ;, rather than including a range of initial
periods. To add the dimension of initial period into our model, we have created the following
analytic approximation for the BH spin that results from tidal spin-up, arsy:

no + A Por 7 |: exp(-0.2m/Mo) :| + C Por i if Por i< 1d
arsu(ma, Pop,s) = {“ 15U + A(Forb, i) | Trexp(—0.5(ma/ato -6 T ¢ Porb.) i For, ay

(no TSU if Poer' > 1 day
(13)
where A(P) = 6(1 — P/day))?, C(P)=0.7(1 — P/day))>. (14)

Here, an, Tsu represents the natal BH spin in the absence of tidal spin-up. The lack of tidal
spin-up from systems with higher orbital periods and therefore larger orbital separations is also
supported by [6]. To model ay, sy, We use the model for ap, just without the enforcement that
aas > ap, since both represent the natal BH spin in the absence of tidal spin-up:

p(ano Tsulo) = Nij2(ano Tsu; 0,085,0,1) (15)

where Ny j9(a; p, 0, ¢, d) is a half-Gaussian with mean p and standard deviation o truncated on [c, d].
Therefore, we can model the correlation of a4 with m4 with the following probability distribution:

plaalma, Pow,is 08) = Nija(aa; arsu(ma, Pow,i),08,0,1) (16)

It is then imperative to try to model the distribution of initial periods, p(Poyp, ;). Currently, the
idea is to model the distribution of zero-age main sequence (ZAMS) separations as a log-uniform
distribution [22], which can be converted to a distribution in Py, ; with Kepler’s 3rd law, given the
BBH massses. We can assume that little angular momentum is lost during the binary evolution
until the system becomes a BBH system, such that the ZAMS initial period is the same as the
initial period of the BBH progenitor system, which is what was used in [21]. We can choose a
cutoff for the minimum Py, ; in p(Pyyp, ;) of 0.3 days. The maximum Py, j, Pmax, is imposed by a
limit on the merger time. If the initial separation is too wide, it cannot have merged between the
redshift that that it formed and the redshift at which we observe it in the first place. For a given
initial period, we can approximate the merger delay time Zyerge by using the quadrupole radiation
formula and assuming circular Keplerian orbits; the result is a power law dependence on the BH
masses and tyerge. Therefore, we can calculate Ppax by calculating the maximum delay time allowed
by the merger’s redshift (where the allowed delay time is limited by the Hubble time), weighting
with a model for the star formation rate, and calculating the initial period corresponding to tmerge
equal to that maximum delay time given the BH masses. Even in accounting for these astrophysical
selection effects, there are many assumptions going to this calculation, and the resulting correlation

10



would still be subject to significant modelling uncertainties. Nonetheless, it would be interesting
to see the resulting mass-spin correlation of merging field BBHs from tidal spin-up.

The other immediate next step would be to make the mock BBH catalog more realistic. The
goal of this project is ultimately to make predictions for future detectors, from future observing
runs to 3G detectors. To do so, we will have to take into account the detection efficiencies and
detector noise of these future detectors.

The final, and arguably most interesting, extension of this project would be to investigate the
biases of this hierarchical inference that result from contamination from other sub-populations.
A sub-population of dynamical mergers, for example, could introduce a significant number of de-
tections with no mass-spin correlation, with a subset of hierarchical mergers with a mass-spin
correlation. We can model the astrophysical distribution with a mixing fraction of BBHs which do
not experience tidal spin-up and a mixing fraction of hierarchical mergers.
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